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Executive Summary
• �Large language model (LLM) development suffers from a digital divide: Most major LLMs underperform for 

non-English—and especially low-resource—languages; are not attuned to relevant cultural contexts; and are not 
accessible in parts of the Global South.

• �Low-resource languages (such as Swahili or Burmese) face two crucial limitations: a scarcity of labeled and 
unlabeled language data and poor quality data that is not sufficiently representative of the languages and their 
sociocultural contexts.

• �To bridge these gaps, researchers and developers are exploring different technical approaches to developing 
LLMs that better perform for and represent low-resource languages but come with different trade-offs:

	 • �Massively multilingual models, developed primarily by large U.S.-based firms, aim to improve 
performance for more languages by including a wider range of (100-plus) languages in their training 
datasets.

	 • �Regional multilingual models, developed by academics, governments, and nonprofits in the Global 
South, use smaller training datasets made up of 10-20 low-resource languages to better cater to and 
represent a smaller group of languages and cultures.

	 • �Monolingual or monocultural models, developed by a variety of public and private actors, are trained 
on or fine-tuned for a single low-resource language and thus tailored to perform well for that language.

• �Other efforts aim to address the underlying data scarcity problem by focusing on generating more language data 
and assembling more diverse labeled datasets:

	 • �Advanced machine translation models enable the low-cost production of raw, unlabeled data in 
low-resource languages, but the resulting data may lack linguistic precision and contextual cultural 
understanding.

	 • �Automated or semi-automated approaches can help streamline the process of labeling raw data, 
while participatory approaches that engage native speakers of low-resource languages throughout the 
entire LLM development cycle empower local communities while ensuring more accurate, diverse, and 
culturally representative LLMs.
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• �It is crucial to understand both the underlying reasons for and paths to addressing these disparities to ensure 
that low-resource language communities are not disproportionately disadvantaged by and can equally 
contribute to and benefit from these models.

• �We present three overarching recommendations for AI researchers, funders, policymakers, and civil society 
organizations looking to support efforts to close the LLM divide:

	 • �Invest strategically in AI development for low-resource languages, including subsidizing cloud 
and computing resources, funding research that increases the availability and quality of low-resource 
language data, and supporting programs to promote research at the intersection of these issue areas.

	 • �Promote participatory research that is conducted in direct collaboration with low-resource language 
communities, who contribute to and even co-own the creation of AI resources.

	 • �Incentivize and support the creation of equitable data ownership frameworks that facilitate access 
to AI training data for developers while protecting the data rights of low-resource language data 
subjects and creators.
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i. We choose to use the broad term Global South (over terms such as Global Majority) for simplicity and readability. While we acknowledge its limitations, we adopt 
this commonly used term as a shorthand to highlight disparities in LLM development for low-resource languages in technologically under-resourced geographies. 
These challenges transcend borders, of course, and also affect low-resource language speakers in more technologically well-resourced countries (such as 
Cherokee speakers in the United States), but these are not the focus of this paper.

1. Introduction: The AI Language Divide
Scholars have long studied the digital divide and its 
impact on global inequality. Initially considered with 
regard to disparities in access to and usage of the 
internet and digital technologies such as laptops or 
smartphones, the term has since come to encompass 
the broader socioeconomic inequalities associated 
with many technological breakthroughs. 

When it comes to AI, the digital divide permeates 
every layer of the AI stack.1 It manifests, for example, 
in systemic barriers to accessing foundational 
infrastructure needed for AI development such as 
computing resources,2 the limited availability of high-
skilled technical talent,3 as well as biased and uneven 
model performance across different linguistic and 
cultural contexts.4  

This divide is especially pronounced in the 
development of large language models (LLMs). Most 
major LLMs are predominantly trained using English 
(or other high-resource language) data and not attuned 
to Global Southi—or Majority World—contexts. As 
a result, they underperform for many non-English 
languages,5 are often biased in favor of native English 
speakers,6 and are not accessible in parts of the Global 
South.7 A root cause is the vast gap in the availability 
and cost of data resources: While two-thirds of the 
world’s languages are spoken in Africa and Asia,8 most 
of these languages lack substantial digital support and 
other language resources.9 Data is both more expensive 
to work with and less representative for many of these 
languages.10 This disparity is commonly referred to 
as the “resourcedness gap,” whereby low-resource 

languages, also referred to as under-resourced or 
digitally disadvantaged languages, are characterized by 
two key limitations:

	 • �Quantity gap: Low-resource languages suffer 
from an insufficient quantity of both labeled 
and unlabeled data. The data that does exist is 
often mislabeled,11 not reflective of the number 
of speakers of said language,12 or unsuitable for 
natural language processing (NLP) purposes 
(e.g., pornographic, nonsensical, or non-
linguistic content).13 Languages with non-Latin 
scripts face additional digitization challenges.14 
This data scarcity is a key reason English models 
consistently outperform non-English ones.15

	 • �Quality gap: Data in low-resource languages 
is often of poor quality due to a lack of diverse 
sources. It is typically restricted to the Bible 
and other religious texts,16 legal documents, 

Most major LLMs are predominantly 
trained using English (or other 
high-resource language) data and 
not attuned to Global South —or 
Majority World—contexts. 



8

White Paper
Mind the (Language) Gap: Mapping  

the Challenges of LLM Development in 
Low-Resource Language Contexts

The Asia Foundation

and Wikipedia articles—many of which are 
hardly reflective of casual speech and/or 
themselves machine-translated. This challenge 
is exacerbated by the well-documented lack of 
non-English languages in high-quality scientific 
and educational literature.17 The problem is even 
more pronounced with non-Latin scripts and 
languages spoken in the Global South.18  

On a more fundamental level, the quantity and 
quality of labeled and unlabeled data for any given 
language is determined by a range of sociopolitical 
factors, including the state of digital infrastructure 
and technology adoption in relevant language 
communities. For example, the inclusion of a 
language in script encoding standards (such as the 
Unicode Standard), the availability of usable digital 
typefaces and keyboards for that language, as well as 
speakers’ access to computers, mobile devices, and 
the internet more broadly all affect the availability of 
language data.19 Less than 5 percent of the roughly 
7,000 languages spoken around the world today have 
meaningful online representation, leading to what 
has been called a “digital language death”—when the 
lack of technological support for a particular language 
precipitates its decline.20 Today, languages that are not 
fully digitally supported are less likely to be recorded—
never mind included in AI model training datasets. 

As a result, language resourcedness varies widely. 
At one end of the spectrum, there is English: Spoken 
by approximately 1.52 billion people, it functions as 
both the global and digital lingua franca. English is 
extremely well resourced: It dominates the internet, 
with nearly half of all websites written in English,21 
and, consequently, many of the most advanced NLP 
tools were built using and tailored for English.22 At the 
other end, there are languages like numma guhooni—
an Indigenous, endangered language spoken by 

fewer than 400 individuals in Kenya23—that have no 
significant digital presence or technological support.24 
Between these extremes, there is a large number of 
low-resource languages with varying data availability. 
For instance, languages like Vietnamese (with 
around 97 million speakers) and Hausa (94 million 
speakers) are considered low-resource languages 
despite having a large speaking population because 
they lack the depth and breadth of digital resources 
to support most advanced computational tasks.25 
Other low-resource languages like Nahuatl (around 
1.5 million speakers) possess even fewer digitized 
language resources—mostly unlabeled data—in part 
because these languages are not broadly sustained by 
institutions beyond the home and community.26 

Low-resource languages are not exclusive to the Global 
South; for instance, Western Europe and the United 
States are home to various low-resource languages 
and dialects (such as Welsh, Basque, or Cherokee). 
However, the resource gap is often compounded in 
Global South countries by a lack of sufficient AI literacy, 
talent, and computing resources.27 Low digital literacy 
and limited internet access restrict data generation, 

Understanding the gap in 
LLM development is crucial 
to ensuring that low-resource 
language communities are not 
disproportionately disadvantaged 
by and can equally contribute to 
and benefit from these models.
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while a shortage of advanced expertise stifles model 
development. Computing resource constraints make 
local NLP communities financially unsustainable. The 
resource gap is particularly severe when the causes 
are a combination of concerns such as data limitations 
and compute constraints,28 which are seldom explored 
jointly. The result? With some exceptions,29 most NLP 
research on Global South languages is conducted in 
Global North institutions,30 where research biases often 
lead to low-resource language research needs being 
overlooked.31

In this paper, we focus on the challenges faced 
by low-resource languages in the Global South.  
Understanding the gap in LLM development is crucial 
to ensuring that low-resource language communities 
are not disproportionately disadvantaged by and can 
equally contribute to and benefit from these models. 
Yet addressing the LLM development gap requires a 
careful consideration of the various trade-offs. Given 
the resource intensity and vast environmental impact 
of LLM development, localized LLM development 
may not always be the most feasible or suitable path 
forward. 
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Table 1: Summary of key approaches to closing the LLM divide

Massively multilingual models Regional multilingual models Monolingual & monocultural models

Developers Private industry (primarily large 
U.S.-based firms)

Academia, government, nonprofits Academia, government, nonprofits, 
private industry

Languages 
in training 
data

100+ 10-20 1-2

Examples mBERT, mT5, XLM-R, mDeBERTa, 
Aya

AfriBERTa, BantuBERTa, SEA-LION, 
IndicBERT, Sailor 

PuoBERTa, SwahBERT, UlizaLlama, 
IndoBERT, URA-LLaMa, MixSUra, 
GemSUra, Typhoon

Pros ●	 Enable cross-lingual transfer 
learning

●	 More functional than 
maintaining multiple models 
for each language

●	 Scalable across language 
families

●	 Including higher-resource 
languages enables complex 
NLP tasks 

●	 Proven track record in speech 
LLMs

●	 Enable cross-lingual transfer 
learning

●	 More cost-efficient than 
maintaining multiple models for 
each language

●	 Scalable across language families
●	 Competitive performance for 

basic NLP tasks
●	 More culturally tailored and 

reduce linguistic biases 
●	 Lower compute costs due to 

smaller size

●	 Avoid the curse of multilinguality 
(where better multilingual 
performance may hurt 
performance in individual 
languages)

●	 Perform better for languages with 
minimal data availability

●	 Capture nuanced linguistic 
features specific to a language

Cons ●	 Suffer from the curse of 
multilinguality

●	 Tend to be more opaque
●	 Prone to cross-lingual 

vulnerabilities 
●	 Less culturally nuanced, open 

to bias 

●	 Trade-off between adding similar 
languages and the curse of 
multilinguality remains unresolved

●	 Underperform in domain-specific 
NLP tasks

●	 Lack of comprehensive 
benchmarks 

●	 Early stage of development, 
effectiveness not yet fully proven

●	 Lack of cross-lingual transfer 
learning

●	 Insufficient data for training, 
especially for higher-order NLP 
tasks

●	 Training from scratch is 
computationally expensive 

2. Closing the Model Gap
To bridge the wide-ranging LLM resource gaps, 
researchers and developers around the world 
are exploring different technical approaches to 
developing language models that better perform 
for and represent a greater variety of languages and 
cultural contexts. These models vary greatly in their 
language capabilities, training data size, technical 

performance, and level of openness (i.e., whether 
developers provide access to underlying code and/or 
data or restrict access to their models). 

In this section, we explore three of the most prominent 
approaches currently being pursued. We summarize our 
findings in Table 1 before expanding on each approach. 
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Massively multilingual models developed in 
the Global North 

Researchers have in recent years prioritized the 
development of multilingual language models that 
perform better for a wider variety of languages. Thus 
far, the largest multilingual models, often referred to as 
massively multilingual models,ii have been developed 
primarily by large firms in the United States using 
multilingual data from over 100 languages.32 They 
include Google’s mBERT and its more recent mT5, 
Meta’s XLM-R, and Microsoft’s mDeBERTa,33 as well as 
Aya, developed by Cohere’s nonprofit research lab.34

These models aim to improve performance for more 
languages by including a wider range of languages 
in their training datasets. They rely on cross-lingual 
transfer learning, whereby a model improves its 
low-resource language performance by inferring 
universal or shared linguistic patterns from high-
resource languages.35 In principle, the larger size of 
the training dataset gives the models more advanced 
AI capabilities for low-resource languages, such as 
coding or complex mathematical reasoning.

One early example of this approach is mBERT, the 
multilingual version of Google’s BERT foundation 
model. Unlike BERT, which was trained solely on 
English data, the subsequently released mBERT was 
trained on Wikipedia content in the 104 languages 
with the largest Wikipedia repositories.36 When 
training mBERT, Google purposefully over-sampled 
data from low-resource languages to account for the 
massive disparity in Wikipedia content available.37

Research has shown that multilingual speech models 
(i.e., models such as Meta’s XLSR–53 that can process 

and/or generate speech)38 perform better for individual 
languages than their monolingual counterparts with 
similarly sized training datasets.39 However, the 
results for text models (i.e., models that only process 
or generate text) have been mixed.40 While some 
multilingual text models do outperform their low-
resource monolingual counterparts—especially when 
comparing performance across more complex NLP 
tasks—these successes have not yet been conclusive 
or are not generalizable to all models.41 Nonetheless, 
a key advantage of the multilingual model approach is 
operational: Maintaining a single massively multilingual 
model can often be simpler than managing multiple 
monolingual ones.42 

Still, multilingual models come with their own set 
of challenges. They are even more opaque than 
monolingual foundation models43—researchers still 
do not fully understand how models connect different 
languages, making model failures harder to diagnose 
and exposing models to additional cross-lingual 
vulnerabilities.44 Also, these models face the so-called 
“curse of multilinguality,” whereby, after a given point, 
improved performance in more languages comes at 
the expense of performance in others,45 including 

ii. Other names commonly used to refer to these models include “extremely large language models,” “massively multilingual transformers (MMTs),” and “massively 
multilingual language models.”

Researchers have in recent years 
prioritized the development of 
multilingual language models that 
perform better for a wider variety 
of languages.
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low-resource languages.46 This partially explains why 
these massive models are typically capped at around 
100 languages. Increasing model size can mitigate this 
concern and may explain the recent explosive growth 
in multilingual model scale. But this expansion makes 
an already computationally expensive and data-
hungry approach even more costly and inaccessible 
to small, under-resourced research teams.47 In light of 
these challenges, a series of alternative solutions have 
begun to emerge. 

Regional multilingual models developed in the 
Global South

Efforts to build multilingual models have begun 
to emerge in the Global South in recent years, 
often motivated by local actors wanting to fill a 
language capability gap and maintain a certain level 
of autonomy over LLMs that will be used in their 
countries and contexts. These multilingual models, 
which are developed by a wide range of actors, 
frequently outside of the private sector, tend to be 
smaller: They are generally trained on multilingual 
data from around 10 to 20 languages, grouped by 
geographical or linguistic proximity.

Regional multilingual model development efforts 
generally follow two broad approaches. The first 
involves using the architecture of foundation models, 
often BERT models, to train a new multilingual model 
from scratch, specifically using language data from 
a small group of low-resource languages. Examples 
include AfriBERTa (for African languages),48 the original 
version of SEA-LION (for Southeast Asian languages),49 
and IndicBERT (for Indian languages).50 Alternatively, 
projects may take an off-the-shelf foundation model—
already pre-trained on large-scale, unlabeled data—
and further train it on a small group of low-resource 

languages in a process known as fine-tuning. For 
example, the second and third versions of SEA-LION 
fine-tuned Meta’s Llama 3 and Google’s Gemma 2 
models, respectively, on data from several Southeast 
Asian languages.51 Meanwhile, Sailor, another LLM 
developed for Southeast Asian languages, was built on 
Qwen1.5, a foundation model developed by Chinese 
company Alibaba, through a process that extended its 
pre-training with region-specific data.52

SEA-LION (short for Southeast Asian Languages In 
One Network) is a noteworthy example of a regional 
multilingual model project. Spearheaded by the 
Singaporean government’s national AI R&D program, 
AI Singapore, with the support of private players 
including Amazon Web Services, Google Research, 
and IBM, aims to better cater to under-represented 
Southeast Asian population groups and their 
diverse languages and cultures.53 It offers a regional 
alternative to models developed by large and well-
resourced companies in the United States or China. 
The project encompasses a family of multilingual 
models for the Southeast Asian region. It now covers 
13 high- and low-resource languages prevalent in the 
region, including English, Chinese, Indonesian, Malay, 
Thai, Vietnamese, Filipino, Tamil, Burmese, Khmer, 
and Lao, as well as Javanese and Sundanese. The 
project claims that the newest and largest version of 
SEA-LION performs better than or equal to Gemma 2 
(the model it was fine-tuned on) in regional languages 
while still retaining Gemma 2’s general capabilities.54 
Using a holistic evaluation benchmark,55 researchers 
found that a prior version of the model performs better 
in the Indonesian language than Llama 2 and other 
models of the same size.56 But when tested on English 
tasks, SEA-LION achieved middling results, showing 
that it is specialized for Southeast Asian use cases.
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By comparison, AfriBERTa is an academic research 
project that came out of Canada’s University of 
Waterloo.57 The model was trained on 11 African 
languages—Afaan Oromoo, Amharic, Gahuza 
(consisting of Kinyarwanda and Kirundi), Hausa, 
Igbo, Nigerian Pidgin, Somali, Swahili, Tigrinya, and 
Yorùbá—spoken by more than 400 million people. Its 
developers found that overall AfriBERTa is competitive 
across all languages and that the model outperforms 
mBERT and XLM-R in several languages on several 
NLP tasks.58 

The private sector has also been active within the 
African region. InkubaLM, for example, was trained on 
five African languages along with English and French 
by Lelapa, an Africa-centric AI research and product 
lab co-founded by one of our authors.59 Other notable 
examples from the region are AfroXLMR-large,60 
which adapted Meta’s XLM-R-Large for 17 African 
languages, and AfroLM,61 a multilingual language 
model pre-trained from scratch on 23 African 
languages. 

These examples show that it is possible to develop 
competitive multilingual language models using 
smaller training datasets made up solely of low-
resource languages.62 But regional multilingual 
language model projects have also encountered 
performance challenges. For example, while 
BantuBERTa63—a multilingual language model 
developed for the family of Bantu languages spoken 
across Central, Southern, Eastern, and Southeast 
Africa—was shown to perform well across 
several Bantu languages on simpler NLP tasks, 
it underperformed on more complex NLP tasks 
compared to other models.64 

As many of these models are still in the early phases of 
development, it remains to be seen whether they can 

remain technically competitive in the long term, how 
they will be integrated economically in their respective 
regions, and how access to and governance of these 
models will be managed.

Monolingual and monocultural models

Public and private institutions have also moved to 
develop models tailored to individual low-resource 
languages to improve model performance on these 
languages. However, monolingual efforts come with 
significant trade-offs as model performance remains 
constrained by the quality and quantity of available 
data in these languages.

Generally speaking, developers follow the same 
two approaches mentioned for regional multilingual 
models. Some use the architecture of BERT or other 
models to train a new model specialized in one 
target low-resource language. Examples include 
PuoBERTa (for Setswana),65 SwahBERT or UlizaLlama 
(for Swahili),66 Typhoon (for Thai),67 and IndoBERT 
(for Indonesian).68 Training models from scratch on 
local data offers flexibility for researchers to build 
their own custom pre-trained models in low-resource 
languages, which can later be fine-tuned for specific 
downstream tasks within the target language.

It is possible to develop competitive 
multilingual language models using 
smaller training datasets made up 
solely of low-resource languages.

https://huggingface.co/lelapa/InkubaLM-0.4B
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Others take an off-the-shelf pre-trained model and 
fine-tune it on additional data from the target lower-
resource language. For example, a joint initiative by 
Stanford University (including two of our authors) and 
VNU-HCM University of Technology has released 
five Vietnamese-centric large language models fine-
tuned on Meta’s LLaMa 2, Mistral AI’s Mix-tral 8×7B, 
and Google’s Gemma.69 This approach allowed the 
researchers to train high-performing models despite a 
scarcity of training datasets in Vietnamese and limited 
computational resources.

Like the regional multilingual models discussed 
earlier, these monolingual models can, at least in 
principle, avoid some of the linguistic and cultural 
biases found in English-centric models,70 such as 
the overrepresentation of Western concepts or 
a hardwired representational bias toward high-
resource languages. Unlike the multilingual approach, 
the advantage of monolingual models is that they 
avoid having their capacity diluted across multiple 
languages.71 That is, they are able to dedicate the 
entire model capacity to the target language, thereby 
steering clear of the “curse of multilinguality” 
discussed above. 

This does not mean, however, that monolingual 
models are uniformly superior. Research has shown 
that even LLMs tailored to one non-English language 
can exhibit cultural biases toward entities associated 
with Western culture.72 And evidence suggests that 
in contexts with low data availability, massively 
multilingual models outperform monolingual 
models fine-tuned from foundation models.73 When 
comparing model performance across a wide array 
of NLP tasks, researchers found that low-resource 
language performance is not necessarily tied to model 
size but rather to the limited quantity and diversity 
of training in fine-tuning datasets,74 underscoring 

data scarcity as a key bottleneck in advancing AI 
capabilities in the Global South. Ultimately, while 
having more monolingual data could potentially 
diminish the advantages of training a multilingual 
model, more research is needed to identify where 
this threshold lies.75 Unfortunately, for the lowest-
resource languages, there may not be enough 
data to effectively train a monolingual model, and 
even if sufficient data were available, it may not be 
adequately diverse or representative of casual speech. 
Many pre-training datasets are not well suited to build 
culturally aware language models.76

Training with more data may also be prohibitively 
expensive without guaranteeing superior 
performance.77 Not only does it cost more to process 
every unit of data for low-resource languages, but 
oftentimes Global South researchers have to collect 
their own tailored local language data. Given these 
limitations, research is increasingly focused on solving 
the underlying data availability problem. 

Monolingual models can, at 
least in principle, avoid some of 
the linguistic and cultural biases 
found in English-centric models.
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3. Closing the Underlying Data Gap 
A variety of research and community initiatives have 
recently emerged that aim to directly address the data 
scarcity problem. These efforts focus on large-scale 
data production in low-resource languages through 
machine translation, creating bilingual datasets, and 
developing more data-efficient techniques.78 A wide 
range of actors, including large U.S.-based firms, 
Global South NLP communities, and governments, are 
leading these projects to bridge the language divide. 
Below, we introduce a few such efforts.

Machine translation: An alternative to LLMs 
tailored to low-resource languages?

In recent years, major advances in the capabilities 
of machine translation technology have made them 
effective and low-cost tools for increasing the 
production of raw, unlabeled data in low-resource 
languages.79 By automatically translating text from 
English (or other high-resource languages) into 
low-resource languages, machine translation helps 
generate additional training material for AI systems. 
Some researchers even argue that these tools could 
render monolingual low-resource language models 
obsolete.80 

There are two main, relatively nascent, approaches to 
machine translation for model training. 

The translate-train approach uses existing machine 
translation models with strong low-resource language 
translation capabilities (such as Meta’s No Language 
Left Behind models)81 to translate English text into a 
target low-resource language. The translated texts are 
then used to fine-tune a multilingual model for a given 
task, often in combination with real-world data from 

that target language. For instance, researchers aiming 
to analyze emotions on Swahili social media platforms 
could use this translate-train approach to train an 
emotion classification AI model using predominantly 
English language data.

The second approach, the translate-test method, 
involves translating text from a low-resource language 
into English and then employing an English-only 
language model for the desired tasks. Using the 
same example as above, researchers could translate 
Swahili social media posts into English and use them 
to fine-tune a pre-trained English model like BERT 
for emotion classification. This method is much 
more reliant on the quality of the translation model 
and tends to underperform for languages that are 
typologically distant from English,82 which may explain 
its limited use in Global South contexts. 

However, despite their potential to supplement existing 
low-resource language training data, these approaches 

By automatically translating text 
from English (or other high-resource 
languages) into low-resource 
languages, machine translation 
helps generate additional training 
material for AI systems. 
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come with significant limitations. Crucially, machine 
translation methods often miss important local 
contextual knowledge and linguistic nuances. They 
may, for example, produce “translationese,” which 
refers to unnatural language patterns created 
when machine translation models oversimplify or 
overcomplicate sentences.83 Other limitations range 
from gender bias to the flattening of connotations in 
different languages.84 These problems also tend to be 
inconsistent across languages, making them difficult 
to address systematically.85 Furthermore, models 
trained on machine-translated data risk creating a 
self-reinforcing cycle, as flawed outputs threaten to 
pollute future models’ training data, further degrading 
model performance over time.86

Assembling more labeled data 

While machine-translated text has been useful in 
generating data, it often lacks the precision and cultural 
understanding needed to train reliable AI models. 
These models learn from patterns in data, but, without 
well-labeled examples, they can struggle to accurately 
process language—especially in low-resource 
languages, where data is often scarce or inconsistent. 
Labeling is the process of categorizing and structuring 
raw text or speech data so that models can recognize 
meanings, contexts, and relationships between words.

To address this, other efforts have focused on 
producing diverse, high-quality annotated datasets 
using different machine learning approaches or by 
engaging native speakers of low-resource languages 
through crowdsourcing.

Machine learning approaches

Researchers have been employing a series of 
automated or semi-automated approaches to 

streamline the process of labeling raw, unlabeled 
data.87 One approach, known as distant supervision, 
leverages alternative data sources such as dictionaries 
and bilingual datasets to label data. For example, after 
gathering a large corpus of unlabeled text, researchers 
may use a dictionary’s list of adjectives to ensure that 
all relevant instances in the dataset are automatically 
labeled as adjectives. 

Alternatively, domain experts or low-resource 
language speakers may develop a set of labeling rules 
for automatically annotating data. For example, such 
rules might identify date expressions based on known 
patterns of how speakers of the language use date 
keywords (day, month, year, etc.). This approach has 
been applied to temporal tagging across languages 
and for identifying dates in Hausa and Yorùbá.88 

Finally, labeled data in one language (such as English) 
can be leveraged to annotate unlabeled data in 
another. This approach requires a means of projecting 
the labels into the low-resource language, which is 
typically done via machine translation engines or 
bilingual datasets.

All of these approaches still rely heavily on additional 
data sources such as bilingual datasets, domain 
experts, geographical directories, or task-specific 
labels which may not always be available. This reliance 
partly explains the frequent use—and associated 
challenges—of religious texts in low-resource 
NLP, since the Bible is one of the most widely 
translated works. The quantity and quality of these 
supplementary data sources are key to ensuring the 
transferability of approaches and results between low-
resource languages.89 
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Participatory approaches

In contrast, a growing number of research groups 
are adopting a community-centric, participatory 
approach to strengthening low-resource language 
communities. Responding to the known challenges 
faced by data annotators in the Global South 
(including lax labor regulations and low wages),90 
research groups are increasingly involving native 
speakers throughout the entire AI development life 
cycle, enabling them to contribute more holistically 
to the creation of monolingual and bilingual models in 
their respective languages, rather than only the data 
labeling process.91 This collaborative model empowers 
communities while ensuring more accurate, diverse, 
and culturally representative NLP technologies. It is 
also crucial to creating long-term mechanisms for 
collaboration between developers, researchers, and 
the communities that will adopt and be affected by 
the resulting AI models.

For example, Masakhane92—an African grassroots 
organization co-founded in 2019 by one of our 
authors—has built an inclusive distributed community 
of African NLP researchers who work together to 
build datasets and tools to facilitate NLP research 
on African languages.93 The community, which now 
consists of more than 1,000 members from 30 African 
countries, finds creative ways to build more datasets, 
benchmarks, and models for African languages, but 
it also has a wide range of other ongoing research 
initiatives related to low-resource African languages.94  

Similarly, large U.S.-based companies are taking 
a community-centric approach to building digital 
resources for low-resource languages. Microsoft’s 
ELLORA (Enabling Low Resource Language) project,95 
for example, has researchers working closely with 
low-resource language communities across India 

to collaboratively design and collect language data. 
Vaani, a Google-funded project, is compiling an open-
source dataset of speech recordings from across India 
that includes local low-resource languages.96      

While there are ongoing, successful efforts to 
crowdsource more diverse data for lower-resource 
languages, scaling remains a challenge. For example, 
evaluating data quality is a key challenge when 
trying to scale up crowdsourced data collection,97 
especially when contributors come from communities 
that have not previously been exposed to much 
digitized work. Given the widely known and deeply 
concerning prevalence of exploitative labor conditions 
for workers or volunteers who collect or label data,98 
crowdsourcing efforts will continue to pose ethical 
challenges that must be thoughtfully addressed by 
actors in this space.  

Research groups are increasingly 
involving native speakers throughout 
the entire AI development life 
cycle, enabling them to contribute 
more holistically to the creation of 
monolingual and bilingual models in 
their respective languages.

https://www.masakhane.io/
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4. Implications for Researchers, Funders,  
Policymakers, and Civil Society
This paper shows that there is a wide variety of 
technical and community-driven approaches to 
addressing the digital divide in LLM development and 
that each comes with its own trade-offs that differ 
significantly from one region to another depending 
on the linguistic, sociocultural, and economic 
context. It is crucial for AI researchers, policymakers, 
development agencies, funders, and civil society to 
understand both the underlying reasons for and paths 
to addressing these disparities in LLM development. 

First, a large body of research has shown that major 
LLMs perform poorly for many non-English and 
especially low-resource languages.99 In particular, 
users with lower English proficiency and education 
levels are disproportionately affected by undesirable 
model behavior such as hallucinations and bias.100 
More broadly, LLMs developed in the Global North 
are often not attuned to the sociocultural context 
of many Global South communities and instead 
represent the worldviews,101 cultural norms, and 
unconscious biases of their predominantly U.S.-based 
developers. In the absence of LLMs tailored to low-
resource languages, speakers of such languages 
must use unreliable and biased models, making them 
more vulnerable to misinformation, misconceptions, 
and representational harm. Crucially, if low-resource 
languages continue to be overlooked by NLP research 
communities, LLMs are likely to become even more 
linguistically biased against non-standard dialects and 
non-English speakers.102

Second, on a more fundamental level, many powerful 
LLMs remain inaccessible in parts of the Global South. 

Beyond foundational access barriers, such as reliable 
internet connectivity and mobile device availability, 
non-English language speakers also face higher costs 
when using powerful models compared to English 
speakers. Accessing OpenAI’s GPT models via APIs, 
for example, can cost up to six times more for non-
English speakers due to how these models process 
language inputs.103 This access gap means that low-
resource language communities disproportionately 
miss out on the economic and productivity benefits 
of LLM-driven innovation.104 This dynamic not only 
restricts opportunities for wealth generation but also 
reinforces existing power imbalances, whereby Global 
North actors continue to dominate AI development, 
governance, and NLP research.105 

More broadly, as low-resource language speakers are 
continuously overlooked in LLM model development, 

Beyond foundational access 
barriers, such as reliable internet 
connectivity and mobile device 
availability, non-English language 
speakers also face higher costs 
when using powerful models 
compared to English speakers.
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their perspectives are more likely to be excluded 
from other decision-making processes that shape 
AI deployment. The pervasiveness of exploitative 
labor practices and the uneven distribution of AI’s 
environmental costs are prominent examples.106 
Developers may, for example, fail to consider how 
inefficiencies in applying LLMs to low-resource 
language models can heighten their environmental 
toll.107

Below, we present three overarching 
recommendations for researchers, funders, 
policymakers, and civil society organizations looking 
to support efforts to close the LLM divide and ensure 
that low-resource language communities can both 
benefit from and be represented in LLM development.

1. Make strategic investments in AI research and 
development for/with low-resource languages 
 
Investing strategically in AI development for less-
resourced languages is key to bridging the digital 
language divide. 

Access to computing and cloud resources: One 
key approach is subsidizing access to cloud and 
computing resources. Not only are the costs for 
these resources prohibitive for many researchers 
in low-resource language contexts (one top-tier 
GPU can cost as much as $30,000),108 but LLM 
inefficiencies and foreign exchange volatility also 
make cloud service costs even more burdensome 
and unpredictable for developers working with these 
languages.109 With subsidized access to computing 
resources or cloud credits, local researchers and 
businesses can develop and experiment with more 
sophisticated AI models at more affordable and stable 
prices—effectively lowering barriers to entry and 
democratizing AI access.

Culturally nuanced data sources and model 
evaluations: Funding research initiatives that increase 
the availability and quality of low-resource language 
data can drive significant progress. There is a pressing 
need to develop more efficient data collection 
methods that ensure datasets for such languages 
are diverse, representative, and free from biases that 
could perpetuate existing inequities. Additionally, 
investing in the development and adoption of 
reliable, efficient, and culturally sensitive methods 
to evaluate model performance is equally important, 
as prevailing benchmarks often fail to adequately 
take into account the sociocultural contexts of low-
resource languages.110 A robust evaluation ecosystem 
is essential to driving future LLM development and 
adoption.

Local research initiatives and cross-disciplinary 
partnerships: Governments and funders can 
support and establish grant programs, research 
challenges, and research workshops111 to incentivize 
cross-disciplinary work on innovative solutions at 
the intersection of data and compute limitations.112 
And while Global North-South partnerships remain 
critical,113 fostering South-South cooperation is 
equally important. Grassroots research communities 

Investing in the development and 
adoption of reliable, efficient, and 
culturally sensitive methods to 
evaluate model performance is 
equally important.
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like AmericasNLP and GhanaNLP are already 
making significant strides in developing AI for 
underrepresented languages.114 Supporting and 
expanding these networks through joint meetings, 
research symposiums, and data-sharing initiatives can 
amplify resource sharing, enhance efficiency in model 
development, and foster innovation tailored to Global 
South contexts.

Sustainable approach: Investing in AI research and 
development must take into account the attendant 
environmental toll. Funding should prioritize AI 
research that employs techniques that minimize 
the environmental impact, such as geographical 
load balancing115—which enables the flexible 
deployment of AI computing across data centers 
in different regions. More fundamentally, investors 
and researchers alike must critically reflect on the 
broader trade-offs of resource-intensive localized 
LLM development and whether existing solutions or 
collaborative, regional initiatives can instead meet the 
needs specific to a given language community.116 Civil 
society continues to demonstrate that AI development 
must be centered on lived realities.117

2. Promote participatory research for inclusive AI 
development 

“Low resourcedness” is not solely a data problem118 
but a phenomenon rooted in societal problems such 
as non-diverse, exclusionary, and even exploitative 
AI research practices. The involvement of local 
communities throughout the LLM development 
and adoption process is therefore crucial. The 
above-mentioned participatory approaches to 
dataset construction, data annotation,119 and LLM 
development are important case studies that 
demonstrate the immense value of ensuring that the 

experiences and perspectives of underserved and 
neglected language communities around the world 
are reflected not only in the training datasets but also 
in the approaches to model development and access. 

Direct collaboration with low-resource language 
communities: Researchers (and those funding 
research) in and outside of Global South contexts 
should ensure that research is conducted in 
direct collaboration with low-resource language 
communities who can help co-design datasets, 
labeling schemes, and evaluation methods. Such 
participatory approaches, in which communities 
actively contribute to and even co-own the creation of 
AI resources, help ensure that the models developed 
reflect the nuances of the language, culture, and 
specific needs of those communities. Collaborations 
between researchers and social sector organizations 
can further amplify this impact by connecting research 
efforts with social applications that directly benefit 
local populations. These collaborations must be 
guided by principles of fairness and ethical labor 
practices to ensure crowdsourcing partnerships are 
not exploitative.

“Low resourcedness” is not solely 
a data problem but a phenomenon 
rooted in societal problems such as 
non-diverse, exclusionary, and even 
exploitative AI research practices.
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3. Ensure equitable data ownership 

The equitable collection and management of low-
resource language datasets should be another priority. 
Data ownership and consent in AI development and 
deployment is a global problem. The use of vast 
amounts of public data crawled from the web for AI 
training has raised widespread concerns over consent, 
copyright, and fair compensation. Many researchers 
argue that data consent is in crisis for both developers 
and creators120 and that copyright risks are real and 
largely unresolved.121 Global South data subjects 
and creators are particularly vulnerable to data 
exploitation, with little to no pathways for being 
informed about, influencing, or seeking redress for the 
use of their data. 

Rights-respecting licensing frameworks that 
facilitate AI development: Data rights organizations, 
policymakers, and funders should work together to 
incentivize and support the creation of equitable 
licensing frameworks that facilitate access to AI 
training data for developers while protecting the data 
rights of low-resource language data subjects and 
creators. Establishing fair compensation structures 
for data contributors is paramount, whether through 
monetary means or by providing shared benefits 
such as access to the resulting technologies.122 While 
opinions differ on whether such licensing frameworks 
should be government-mandated,123 several grassroots 
research collectives and trade groups have already 
been working to protect data rights by improving 
dataset transparency and documentation through 
large-scale data audits and creating opt-in systems 
for data consent.124 Innovative, flexible approaches 
to compensation structures, such as token-based 
systems or shared revenue models, may offer 
promising pathways to achieving a balance between 
local data sharing and the protection and recognition 
of contributions from individuals and communities.

Establishing fair compensation 
structures for data contributors 
is paramount, whether through 
monetary means or by providing 
shared benefits such as access to 
the resulting technologies.
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